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Abstract. Transactional programming constructs have been proposed
as key elements of advanced parallel programming models. Currently,
it is not well understood to what extent such constructs enable e cient
parallel program implementations and ease parallel programming beyond
what is possible with existing techniques. To help answer these questions,
we investigate the technology underlying transactions and compare it to
existing parallelization techniques. We also consider the most important
parallelizing transformation techniques and look for opportunities to fur-
ther improve them through transactional constructs or — vice versa — to
improve transactions with these transformations. Finally, we evaluate
the use of transactions in the SPEC OMP benchmarks.

1 Transaction-Supported Parallel Programming Models

Although a large number of parallel programming models have been proposed
over the last three decades, there are reasons to continue the search for better
models. Evidently, the ideal model has not yet been discovered; creating pro-
grams for parallel machines is still di Ccult, error-prone, and costly. Today, the
importance of this issue is increasing because all computer chips likely will in-
clude parallel processors within a short period of time. In fact, some consider
finding better parallel programming models one of today’s most important re-
search topics. Models are especially needed for non-numerical applications, which
typically are more di [Ccult to parallelize.

1.1 Can Transactions Provide New Solutions?

Recently, programming models that include transactional constructs have re-
ceived significant attention [1,4,12,15]. At a high level, transactions are opti-
mistically executed atomic blocks. The e [edt of an atomic block on the program
state happens at once; optimistic execution means that multiple threads can
execute the block in parallel, as long as some mechanism ensures atomicity. To
this end, both hardware and software solutions have been proposed. An inter-
esting observation is that these contributions make few references to technology
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in languages and compilers for parallel computing. These omissions are puzzling
because the two topics pursue the same ultimate goal: making parallel program-
ming easier and more e [cieht. While the programming models are arguably
di Lerent, both areas need advanced compiler, run-time, and hardware optimiza-
tion techniques. Hence, one expects that the underlying technigques supporting
these models are closely related. In this paper, we investigate these relation-
ships. We examine how much the concept of transactions can improve parallel
program design and implementation beyond existing technology and to what ex-
tent transactions are just an interesting new way of looking at the same problem.
We also review the ability of existing technology to optimize the implementation
of transactions.

1.2 The Promise of Programming With Transactions

How can transactional constructs improve parallel programs? A transaction, in
its basic meaning, is simply a set of instructions and memory operations. In
many situations (e.g., in databases and parallel programming) it is important
that the transactions are performed in such a way that their e [edts become visi-
ble simultaneously, or atomically. For example, in a bank, it is important that an
amount of money gets deducted from one account and put into the other atom-
ically, so that the total balance remains invariant at all times. Similarly, when
incrementing a counter by two parallel threads, it is important that reading,
modifying, and writing the counter be done atomically.

The concept of atomicity is not new per se. Constructs such as semaphores [5],
locks [22], and critical sections [11] have been known for a long time. Neverthe-
less, language constructs that express atomicity typically allow only single mem-
ory updates (e.g., the OpenMP [21] atomic directive). Blocks of atomic memory
operations are expressed through critical sections, which prevent concurrent ex-
ecution of the block. This implementation is conservative or “pessimistic.” The
new promise of transactions is to eliminate some of the disadvantages that come
with state-of-the-art constructs, namely reducing overhead through “optimistic
execution” (if threads end up not accessing the same data inside a critical sec-
tion, they should execute concurrently) and managing locks (avoiding deadlock
and bookkeeping of multiple locks). These overheads naturally occur, as pro-
grams are written conservatively. For example, a banking software engineer may
protect all account operations with one critical section, even though it could be
known, in some cases, that the operations happen to di [erent classes of accounts.
The engineer may optimize the accounting software by creating separate locks
for the two account classes; however, this increases the amount of bookkeeping
information and requires more e [ant to avoid deadlocks.

The new idea behind transactions is that the programmer can rely on an
e [cieht execution mechanism that executes in parallel whenever possible. Thus,
the programmer uses the same “critical section” everywhere by simply writing
atomic. At run time, two account operations or loop-counter updates can oc-
cur simultaneously. If dilerent accounts are accessed or dilerent counters are
updated, then the program continues normally; if the same account or same



counter is updated, then the transaction’s implementation properly orders the
operations. It is the transaction implementation’s responsibility to provide e [=—1
cient mechanisms for detecting when concurrency is possible and for serializing
the operations when necessary.

Two questions arise: (i) Are transactions an adequate user model, and (ii)
can transactions be implemented e Lciehtly? Although the idea of an atomic lan-
guage construct is not new [20], only time and experience can answer whether
programmers find transactions useful. Today, only few real programs have been
written with transactional constructs. An important challenge is that much par-
allel programming experience exists in the area of numerical programs; however,
transactions aim at all classes of programs. The second question is the focus of
this paper. Our thesis is that the technology underlying e LCcieht transactions is
very similar to the one that exists today for program parallelization — paralleliz-
ing compiler techniques [3, 9], implementation techniques of parallel language
constructs [18], and hardware techniques for speculative parallelization [8, 10].
The ultimate question for the language and compiler community is whether or
not we have missed something that we can now learn from the ideas behind trans-
actional constructs. If so, we may be able to incorporate that new knowledge
into our compilers, run-time systems, and supporting hardware.

2 Comparing the Technology Underlying Transactions
and Program Parallelization

2.1 Technology Underlying Transactions

Within transactions, threads that do not conflict should execute in parallel un-
hindered. Conflict detection is therefore at the heart of implementation technol-
ogy for transactions. Conflict detection can be performed statically or dynami-
cally.

Static conflict detection relies on the compiler’s ability to tell that threads ac-
cess disjoint data. Provably non-conflicting threads can execute safely in parallel
without the guard of a transaction; the compiler can remove the transaction al-
together. The compiler also may remove conflict-free code out of the transaction,
hence narrowing the guarded section. This optimization capability is important
because it allows the programmer to insert transactions at a relatively coarse
level and rely on the compiler’s ability to narrow them to the smallest possible
width. Furthermore, if a compiler can identify instructions that always conflict,
it may guard these sections directly with a classical critical section. Applying
common data dependence tests for conflict resolution is not straightforward, as
conflicts among all transactions must be considered. For strong atomicity [4] this
analysis is even necessary between transactions and all other program sections.
Note that common data-dependence tests attempt to prove independence, not
dependence; i.e., failure to prove independence does not imply dependence.

Compile-time solutions are highly e [cieht because they avoid run-time over-
head. Nevertheless, their applicability is confined to the range of compile-time



analyzable programs. Often, these are programs that manipulate large, regular
data sets — typically found in numerical applications. Compile-time conflict res-
olution is di [cult in programs that use pointers to manipulate dynamic data
structures, which is the case for a large number of non-numerical programs.

For threads that are not provably conflict-free, the compiler still can assist
by narrowing the set of addresses that may conflict. At run time, this conflict set
must be monitored. The monitoring can happen either through compiler-inserted
code (e.g., code that logs every reference) or through interpreters (e.g., virtual
machines). At the end of the transaction, the logs are inspected for possible con-
flicts; in the event of a conflict, the transaction is rolled back and re-executed.
Rollback must undo all modifications and can be accomplished by redirecting
all write references to a temporary bu [erl during the transaction. The bu[ed is
discarded upon a rollback; a successful transaction commits the buler to the
real address space. Again, interpreters may perform this redirection of addresses
and the final commit operation on-the-fly. Evidently, there is significant over-
head associated with software implementations of transactions, giving rise to
optimization techniques [1, 12].

Fully dynamic implementations of transactions perform conflict detection,
rollback and commit in hardware. During the execution of a transaction, data
references are redirected to a temporary bu [erland monitored for conflicts with
other threads’ bulerk. Detected conflicts cause a rollback, whereby the bu [er
is emptied and threads are restarted. At the end of a successful, conflict-free
transaction, the thread’s buler is committed. Conflict detection in hardware is
substantially faster than software solutions, but still adds extra cycles to every
data reference. The cost of a rollback is primarily in the wasted work attempting
the transaction. Commit operations may be expensive, if they immediately copy
the bulerked data (for speculative parallelization, hardware schemes have been
proposed to commit in a non-blocking style, without immediate copy [24]). An
important source of overhead stems from the size of the bulerl While small
hardware bu [erk enable fast conflict detection, they may severely limit the size
of a transaction that can be executed. If the bu Cedfills up during a transaction,
parallel execution stalls.

2.2 Technology Underlying Program Parallelization

A serial program region can be executed in parallel if it can be divided into
multiple threads that access disjoint data elements. Implementing this concept
requires techniques analogous to the ones in Section 2.1. There are compile-time,
compiler-assisted run-time, and hardware solutions.

Compile-time parallelization: Data-dependence analysis is at the heart of compile-
time, automatic parallelization. Provably independent program sections can be
executed as fully parallel threads. The analysis is the same as what is needed
for conflict detection of transactions. Data-dependence tests have proven most
successful in regular, numerical applications; data dependence analysis in the
presence of pointers [13] is still a largely unsolved problem. Where successful,



automatic parallelization is highly e [cieht, as it produces fully-parallel sections,
avoiding run-time overheads.

Run-time data-dependence tests: These tests [23] have been introduced to defer
the detection of parallelism from compile time to run time, where the actual data
values and memory locations are known. Run-time data-dependence tests select
the arrays to be monitored and insert monitoring code at compile time. At run
time, memory references are recorded; if a conflict is detected, the parallel section
is rolled back, usually followed by a serial execution. Run-time data dependence
tests are e [cieht when the address space to be monitored is small. As this is not
often the case, these methods are di Ccullt to apply in general.

Hardware parallelization mechanisms are also known as speculative archi-
tectures [7, 16]. They execute potentially independent threads in parallel, while
tracking conflicts. Upon a conflict the thread is rolled back. During the spec-
ulative execution, memory references are redirected to a speculation bu[er [8],
which is committed to the actual memory upon successful speculation (no con-
flicts detected) or cleared (upon rollback). Hardware speculation mechanisms
have essentially the same overheads as mentioned above for hardware transac-
tions: data dependence tracking adds a cost to each memory reference, rollbacks
represent significant overheads, and speculation bu [erl overflow is a known prob-
lem.

2.3 Comparison

Compile-time solutions Transactions and automatic program parallelization mod-
els need implementation technologies that are very similar. Compile-time solu-
tions hinge on the compiler’s ability to detect memory conflicts — or data depen-
dences. It can be expected that, for both models, this solution succeeds in regular,
numerical programs, whereas pointer-based, non-numerical code patterns pose
significant challenges. In terms of e [ciehcy, neither transactions nor automatic
parallelization seem to o [erl advantages over the other model. For both models,
static, compile-time solutions — where applicable — are most e [cieht, as they are
void of run-time overheads. They also exhibit the same weaknesses in irregular
and pointer-based programs.

Run-time solutions Compiler-assisted run-time solutions underlie both software-
based transaction schemes and run-time parallelization techniques. Both schemes
rely on the compiler’s ability to narrow the range of data that needs to be
inspected at run time. Many techniques have been proposed to perform the
inspection; the big challenge is to reduce run-time overhead. Sophisticated bit-
manipulating inspection code has been used in run-time data-dependence tests [23].
Other techniques detect if re-invocations of the same code regions happen un-
der the same data context, in which case the serial or parallel outcome is al-
ready known and reinspection becomes unnecessary [17]. These techniques are
compiler-based. Interpreters and virtual machines are most flexible in perform-
ing inspection and conflict analysis; however, their performance has yet to be
proven.



Hardware-assisted schemes must provide the same basic mechanisms for
transactions and speculative parallelization: data-dependence tracking, tempo-
rary bulering, rollback, and commit. The associated overheads are essentially
the same. Adaptive synchronization techniques have been proposed for specula-
tive synchronization [19], as e [edtive means to eliminate repeated rollback. The
same mechanisms would be e [edtive for transactions. A subtle di[erknce stems
from the order of thread execution. The e [edt of a speculatively parallelized pro-
gram must be the same as in its serial execution. This requirement is most easily
implemented by committing the threads in the order that they would execute in
the serial program version. By contrast, as transactions are entered from within
a parallel program, correctness demands no such order. This might allow for a
more e [cieht implementation, as we will discuss further in Section 3.

Di Lerknces stemming from the user models While the underlying technology
is very similar, interesting dilerences lie in the user models. Transactions are
embedded inside a program that is already parallel. By contrast, automatic par-
allelization and speculative parallelization start from a sequential program; the
compiler has the additional task of partitioning the program into potentially
parallel threads. Parallelizing compilers commonly perform this task at the level
of loops, considering each loop iteration as a potential parallel thread. Parti-
tioning techniques for speculative parallelization have been developed that split
programs so as to maximize parallelism and minimize overheads [14,26]. An-
other di[erknce resulting from the user model is that, by explicitly parallelizing
a program and inserting transactional regions, the programmer focuses the com-
piler and run-time system’s attention on specific code sections, whereas auto-
matic or implicit parallelization must analyze the entire program. The tradeo [S]
between automatic and manual parallelization are well-known. Automatic paral-
lelization has been most successful in regular, numerical programs, and similarly
for speculative parallelization. As transactional models aim at a broad class
of programs, explicit parallelization may be a necessity. Evidently, there is an
important tradeo [large transactions are user-friendly, but lose the important
advantage of focusing the compiler’s attention on small regions. The extreme
case of a whole-program transaction likely requires compiler optimizations sim-
ilar to those for automatically parallelizing whole programs. It is also worth
noting that the most advanced optimization techniques require whole-program
analysis, even if their goal is to improve a small code section. For example, inter-
procedural pointer analysis [27] may gather information from other subroutines
that helps improve a small transaction. Hence, once we develop highly-optimized
techniques, implementing the di Lerknt user models becomes increasingly similar.

3 Improving Parallelization Techniques through
Transactions and Vice Versa

Three parallelization techniques have proven most important [6]: data priva-
tization, parallelization of reduction operations, and substitution of induction



variables. This section discusses opportunities for improving these techniques
through the use of transactions and vice versa.

3.1 Data Privatization

#pragma OMP parallel private(t)

for (i=1;i<n;i++){ for (i=1;i<n;i++){
t o= <...>; t = <...>;
. . ==> . .
<. > =t <. > o=ty

} }

Fig. 1. Simple form of a program pattern that is amenable to privatization and its
parallel form, expressed in the OpenMP directive language: To perform this transfor-
mation, the compiler or programmer must recognize that t is defined before it is used in
every loop iteration. No true dependence exists across loop iterations. A more complex
form of privatizable data would have t as an array; the compiler would have to analyze
the subscripts of the references defining and using t.

Privatization [25] is the most widely applicable parallelization technique. It
recognizes data values that are only used temporarily within a parallel thread
and thus are guaranteed not to be involved in true data dependences across
threads. In data dependence terms, the technigque removes anti-dependences,
which occur because two or more threads use the same storage cell to hold dif-
ferent values. The privatization technique creates a separate storage cell for each
thread (through renaming or private language constructs), thus eliminating the
storage-related dependence. Figure 1 shows a program pattern that is amenable
to privatization. Such patterns do not exhibit read, modify, and write sequences
typical of transactions. Transaction concepts cannot be used to improve or re-
place privatization.

By contrast, privatization is important for optimizing transaction implemen-
tations. Variables that can be recognized as private can be removed from the
conflict set. They do not need to be monitored for conflicts and their accesses
never necessitate a rollback; however, private data still needs to be redirected to
the temporary storage during the execution of the transaction. If the data is not
used after the transaction (i.e, not live-out of the transactional region), it also
does not need to be committed. Notice that live-out private data leads to a race
condition (by program semantics), as the value of the transaction that happens
to complete last will prevail.

The lack of a program order again di[erkntiates the implementation of a
transaction from parallelizing a sequential region in subtle ways. (i) In a paral-
lelized program, the compiler and run-time system must ensure that the value
of the youngest thread prevails. (i) In speculative parallelization, private data
— even if it is not recognized as such — never necessitates a rollback. Only a



write reference following a premature read reference is a conflict (thus, anti-
dependence violations are not a problem). The presence of a (sequential) pro-
gram order clearly defines what is premature. Anti-dependences are implicitly
enforced through the speculative bu[ering mechanism and the commit actions,
which happen in program order. For transaction implementations, the absence of
a program order dictates that all read and write references to the same address
cause rollbacks. Privatization is essential to eliminate such overheads.

3.2 Reduction Parallelization

21 #pragma OMP parallel private(lsum)

22 { Isum=0;
11 #pragma OMP parallel for 23 #pragma OMP for
01 for (i=1,i<n,i++){ 12 for (i=1,i<n,i++){ 24 for (i=1,i<n,i++){
02 sum += <_..> 13 #pragma OMP atomic 25 Isum += <._.>;
03 14 sum += <...> 26 }
04 } 15 } 27 #pragma OMP atomic
28 sum += lIsum;
29 }
Original Transformation 1 Transformation 2

Fig. 2. Reduction pattern and parallel form expressed in OpenMP: notice that ac-
cording to OpenMP semantics, statements 22 and 28 are executed once per processor,
whereas the processors share the iterations of loops 12 and 24.

Figure 2 shows a reduction program pattern and two forms of parallel trans-
formations. While Transformation 1 looks more elegant, the absence of e [cieht
implementations of the atomic construct (often a software implementation of a
critical section) make Transformation 2 the preferred option. In the latter form,
the atomic section is entered once per processor versus n times in Transforma-
tion 1. The size of the reduction, n, generally must be large for the transformation
to be beneficial.

Consider a transactional implementation of the atomic construct: in Trans-
formation 1, the transaction will never proceed in parallel, as there is always a
conflict on sum. There will be only some parallelism, if the processors happen
to enter the transaction at dilerent times, due to load imbalance. The same
holds when using a critical section. Furthermore, the overheads of transactions
(conflict tracking and rollbacks) make a plain critical section the much preferred
choice.

If the expression <...> involves a substantial computation (e.g., a function
call), its concurrent execution may be beneficial. To exploit this parallelism,
the programmer or compiler moves the expression out of the transaction into
the fully-parallel part of the code. Transformation 2 achieves exactly this ef-
fect. Hence, this transformation also yields an optimized form of a reduction
implemented by a transaction.

For array (or irregular) reductions, the situation is dilerent. The variable
sum in Figure 2 would have a subscript, such as sum[expr], where expr is a



loop-variant expression. In this case, di [erknt loop iterations modify di [erent el-
ements of sum, hence a transactional implementation of the atomic construct in
Transformation 1 can exploit some parallelism. The sparser the reduction (i.e.,
expr is dilerent in more iterations), the more parallelism is exploited. Trans-
formation 2 (not shown for array reductions, but similar to Figure 2) will incur
substantial overhead, as the variable 1sum, which is now also an array, may be
large, making the additional statements 22 and 28 expensive. Hence, Transforma-
tion 1 with transactions would be preferred for sparse array reductions, whereas
the classical transformation with a plain critical section is preferred for dense
array reductions. Deciding this tradeo [13 di [cullt, as the degree of sparsity is
not likely to be known at compile time.

3.3 Induction Variable Substitution

ind0 = 5;
ind = 5; #pragma OMP parallel #pragma OMP parallel private (ind)
for (i=1,i<n,i++) { for (i=1,i<n,i+t) { for (i=1,i<n,i++) {
ind += 2; ind = 5+i*2; #pragma OMP atomic
<...ind ...> <...ind ...> {ind0 += 2; ind=ind0;}
} } <...ind ...>
}
Original Transformation 1 Transformation 2

Fig. 3. Induction Variable Substitution: Transformation 1 is the common parallelizing
transformation. Transformation 2 is possible, if the loop variable i is not used in the
loop body. Notice that the atomic block requires two memory cells to be updated,
which is not currently supported by OpenMP.

Induction variable substitution removes data dependences at the cost of in-
creasing the strength of the computation. In Figure 3, the original loop has
cross-iteration data dependences. These dependences are removed in the trans-
formed version, but the expression 5+ i [ZInow involves a multiplication instead
of just an addition. To obtain parallelism without increasing strength, one might
consider guarding the original induction statement with a transaction, captur-
ing the resulting value in a private variable, as in Transformation 2. This code
version exploits parallelism among the statements <... ind ...>, which may
be beneficial if this computation is large compared to the induction statement.
Nevertheless, the same parallelism also would be exploited with an implemen-
tation of atomic through a plain critical section. In fact, this version would be
more e [cieht; whenever two threads enter the transaction, there is a conflict,
making a critical section the best implementation.

4 Evaluating Transactions for the SPEC OMP
Benchmarks

SPEC OMP2001 [2] is a benchmark suite used for the performance evaluation
and comparison of Shared-Memory Multiprocessor(SMP) systems and consists



1SOMP PARALLEL PRIVATE(rand, i, tmpl, tmp2)

1$0MP DO
DO j=1,npopsiz-1
CALL ran3(rand)

iother=j+1+DINT(DBLE(npopsiz-j)*rand)

IF (J < iother) THEN
CALL omp_set_lock(lck(j))
CALL omp_set_lock(Ick(iother))
ELSE
CALL omp_set_lock(Ick(iother))
CALL omp_set_lock(lck(j))
END IF
tmpl = iparent(iother)
iparent(iother) = iparent(j)
iparent(j) = tmpl
tmp2=Ffitness(iother)
fitness(iother)=Ffitness()
fitness(j)=tmp2
IF (J < iother) THEN
CALL omp_unset_lock(Ick(iother))
CALL omp_unset_lock(Ick(j))
ELSE
CALL omp_unset_lock(lck(j))
CALL omp_unset_lock(lck(iother))
END IF
END DO
1$0MP END PARALLEL DO

(@) TYPE 1 - "gafort.f90" from gafort

1SOMP CRITICAL
IF (SCALE .LT. LSCALE) THEN
SSQ = ((SCALE/LSCALE)**2)*SSQ+LSSQ
SCALE = LSCALE
ELSE
SSQ = SSQ+((LSCALE/SCALE)**2)*LSSQ
END IF
1SOMP END CRITICAL

(b) TYPE Il - "dznrm2.f" from wupwise

EXNER = 0.0
1$OMP PARALLEL PRIVATE(J,K,T_EXNER)
T_EXNER = 0.0
1$OMP DO
DO J=1, NY
DO K=2, Nz

T_EXNER = T_EXNER + P(1,J,...)

ENDDO
ENDDO
1$OMP END DO
1$0MP ATOMIC
EXNER = EXNER + T_EXNER
1$0OMP END PARALLEL

(c) TYPE 111 - “apsi.f" from apsi

Fig. 4. Critical section types

of three C applications and nine FORTRAN applications, including gafort, a
non-numerical application. Each of the applications in SPEC OMP2001 is ei-
ther automatically or manually parallelized using OpenMP directives. There are
three types of critical sections in SPEC OMP2001, which have been implemented
using lock-based synchronization. Figure 4 illustrates examples for each type of
critical section. Type | is the critical section guarded by the omp_set_lock()
and omp_unset_lock() OpenMP API runtime library routines and type 11 is the
critical section specified by the OMP CRITICAL and OMP END CRITICAL
directives. Both type | and type Il exist in source form in SPEC OMP2001,
whereas type 111 is the critical section generated by the underlying OpenMP im-
plementation when converting OMP reduction into an e Lcieht form as depicted
in Figure 2. While these critical sections can be converted into transactions with
little e [ant, the runtime overheads may o [sek the benefit of the transaction. In
order to estimate these overheads, we measured the probability p that a trans-
action would conflict and thus roll back. To this end, we count the number of
runtime conflicts that happened in the current critical section implementation.
We performed our experiments on a four-processor 480MHz SPARC machine
using the ref dataset of the benchmarks.

Type | critical sections are found six times in ammp and once in gafort.
In ammp, Type | critical sections access the same shared data structure type
through pointers, which are dynamically changing at runtime. From the pro-
gram code, one cannot determine whether or not conflicts will arise. In gafort,



Table 1. Conflict analysis of critical sections in SPEC OMP2001. “Conflict prob.”
expresses the likelihood that a transactional execution will not commit successfully
and, instead, roll back and re-execute. “Compile-time dep.” indicates whether or not
the conflict is certain at compile time.

[Id|Benchmark]Source file[ TYPE[Conflict prob.JCompile-time dep.|

1| ammp |rectmm.c | 0% N
2] [ 0% N
3] I 0% N
4] nonbon.c| | 0% N
5| [ 0% N
16| I 0% N

7| ogafort |gafort.fo0 | 0.02% N
18] i 23.4% Y

9 apsi apsi.f Il 33.0% Y

10| fma3d platg.fo0 1 8.1% N

11| wupwise | dznrm2.f [ 11 33.7% Y
12| zdotc.f Il 22.9% Y
13| I 21.8% Y

14|  swim swim.f 1 25.0% Y

15| mgrid mgrid.f 1l 27.7% Y

16| applu I2norm.f | 11l 31.2% Y

as shown in Figure 4 (a), a critical section guards the swap of an array element
with a randomly chosen element; due to the random choice, conflicts cannot
be determined statically. To determine the conflict probability, we created a
wrapper function of the omp_set_lock() and omp_unset_lock() library routines,
respectively. When there is a thread T trying to enter a critical section, the
wrapper function of omp_set_lock() function is called and it checks if there are
other threads executing within a critical section, accessing the same shared mem-
ory location as the thread T is going to access. From our experiment, we found
that there are no conflicts in all six critical sections in ammp. The critical section
in gafort has a very small number of conflicts, less than 1% of the total number
of invocations of the critical section. Nevertheless, the critical section requires a
very large array of locks, the Ick array in Figure 4 (a), for correct execution.

Type 1l critical sections are found in wupwise and fma3d. The conflict prob-
ability of the critical section from wupwise, shown in Figure 4 (b), is only 33.7%,
even though the critical section contains a statically known dependence on the
shared variable SSQ. Due to load imbalance, the parallel threads enter the crit-
ical section at di[erknt times. The fma3d code has a large critical section that
contains a small loop. Although it cannot be proven at compile-time, there is a
dependency to the shared array, MATERIAL(*), in the critical section. Despite
this dependency, the critical section in fma3d exhibits a low conflict probability
of 8.1% that we also attribute to load imbalance.



We transformed all OMP reduction clauses found in SPEC OMP2001 into
the Transformation 2 form of Figure 2 so that the transformed code consists of a
parallel loop and a critical section pair. These Type |11 critical sections contain
reduction statements, where a reduction variable is a source of conflicts from a
transaction point of view. The conflict probability of Type Il critical sections
varies between 21.8% and 33% depending on the applications. Again, load imbal-
ance frequently prevents the threads from entering the section simultaneously.

Table 2. When to use Transactions versus Critical Sections: Case 1 is fully parallel.
In Case 4, a compiler can detect a dependence. Cases 2 and 3 are the grey area where
the compiler can prove neither. The numbers in the Code Examples column refer to
Table 1.

Cases| Provably | Provably [Predicted| Actual Use | Use| Code
Independent|Dependent| Conflict | Conflict |Trans.?|C.S.?|Examples

1 T F 0% 0% No No *

2 F F 0-1% Yes No 1-7

3 F F 8.1% No Yes 10

4 F T 100% |21.8-33.7%| No Yes (8-9, 11-16

One of the key assumptions of transactional memory is that most trans-
actions commit successfully. Table 1 shows that, for Type | critical sections,
the probability of successful commit is almost 100%, which coincides with the
cases where compile-time analysis cannot prove the absence of conflicts. Hence,
these critical sections are good candidates for transactions. In most Type Il and
Type 111 cases, the existence of dependences is provable at compile time, except
in fma3d. When there is a dependency in the critical section, the probability of
conflict ranges from 8.1% to 33.7%.

Table 2 summarizes our findings. The four cases dilen by the available
compile-time knowledge. Case 1 is statically known to be non-conflicting. The
compiler can remove all synchronization. Case 4 has a compile-time provable
dependence. Critical sections are always the preferred choice. Recall that, due to
load imbalance, runtime conflicts happen only 21.8-33.7% of the time. Case 2 has
statically unknown dependences. Transactions are beneficial and conflict with a
small likelihood of 0-1%. Case 3 has a dependence, but it is not detectable with
state-of-the-art compiler technology. A transactional implementation would con-
flict 8.1% of the time; again, load imbalance prevents many conflicts. In actuality,
given the dependence, a critical section implementation would be better.

The above guidelines for when to use a transaction versus a critical section
are very loose; the actual tradeo [Cdepends on the e [ciehcy of the transaction
and critical section implementations. The tradeo [that must be made is:

time[CriticalSection] > time[T ransaction]

When the inequality is true, a transaction should be used. At a greater level
of detail, the inequality becomes:



N s«time[work] > time[T Setup]+time[work]+M eanReexec«time[work]+time[T Commit]

On the left side of the inequality above, N is the number of threads and work
represents the code within the critical section. The critical section serializes the
work, so the total execution time is N [fime[work]. On the right side of the
inequality above, T Setup is any setup work that needs to be done to initiate the
transaction, work represents the code within the transaction, MeanReexec is
the average number of times the transaction will be re-executed, and TCommit
is any work that needs to be done to complete the successful transaction. Ideally,
there are no conflicts during the transaction and, assuming perfect overlap, the
execution time for the work is time[work]. For each re-execution, there is an
additional time[work].

Because the time function yields values that are either implementation or
application-specific, the inequality cannot be made much more detailed, but we
can estimate the MeanReexec given the conflict probability p. Due to fewer
threads re-executing as some manage to successfully commit, p in fact may not
be constant, but we approximate it as the probability of a conflict during the
transaction’s first attempt. Thus, the chance of no conflict is 1 — p, the chance
of one conflict followed by no conflict is p(1 — p), and so forth such that the
chance of k conflicts is appreximated as pX(1 — p). MeanReexec is found using
the weighted infinite sum kpk(1 — p) = 1Tpp- Therefore, the inequality
becomes:

P

N dime[work] > time[T Setup]+time[work]+m

[ime[work]+time[T Commit]

Observe that for p = 0, the inequality compares an ideal execution of a
transaction (i.e., no re-executions) to a critical section. For that case, unless
time[work] is very brief or the transaction’s implementation is ine [cieht, it is
best to use a transaction. For some greater value of p, it becomes better to use
a critical section. Solving for p and then simplifying, we obtain the break-even
point:

(N — 1) CXime[work] — time[T Setup] — time[T Commit]
N CEime[work] — time[T Setup] — time[T Commit]

When this inequality is true, it is more e [cieht to use a transaction. The
inequality has several interesting properties. The limit of the fractionislasN -
oo, so for a very large number of processors, it nearly always will be better to use
a transaction. As transactional overhead becomes very small (time[T Setup] -
0 and time[T Commit] - 0), or as the amount of work becomes very large
(time[work] — oo), the fraction becomes % For example, for N = 4, p < 0.75
implies that a transaction should be used. Programs can be optimized using this
inequality by obtaining time[work] and p from a profile run of the application.
The time[T Setup] and time[T Commit] values can be obtained a single time
(i.e., they are application-independent) by profiling an empty transaction.



5 Conclusions

We have compared the technology underlying transactions and program paral-
lelization. We find that, while the two user models dilerl the underlying im-
plementation technology is essentially the same. Advanced optimizations are
necessary for both models. We reviewed the most important optimization tech-
niques for parallel programs and found that these techniques are essential for
optimizing transaction implementations as well.

We have analyzed the SPEC OMP benchmarks for the applicability of trans-
actions. While many locks and critical sections could be replaced by transactions,
this replacement is beneficial in only a few cases — where data dependences are
statically unknown. In provably-independent code sections, synchronization can
be eliminated; in provably-dependent code, critical sections are preferred over
transactions. We have also found many cases with a definite conflict, but a low
runtime conflict probability, suggesting that transactions may be beneficial. In
actuality, it is load imbalance that prevents the section from simultaneous access;
critical sections are the preferred choice.

Our evaluation has focused on the SPEC OMP benchmarks, which contain
numerical applications, in all but one code. Compiler optimizations for parallel
programs are most mature in this application area. Non-numerical programs are
known to pose substantial challenges for compiler optimizations. As implemen-
tation technology for transactions is very similar, we expect this challenge to
hold. Studies similar to the one presented in this paper are needed for this large
and growing area of parallel programs.
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