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Abstract

This paper describes a textual aligner named
MEDITE whose specificity is the detection of
moves. It was developed to solve a problem from
textual genetic criticism, a humanities discipline
that compares different versions of authors’ texts
in order to highlight invariants and differences be-
tween them. Our aligner handles this task and it
is general enough to handle others. The algorithm,
based on the edit distance with moves, aligns du-
plicated character blocks with an*Aeuristic al-
gorithm. We present an experimental evaluation of
our algorithm by comparing it with similar ones in
four experiments. The first one deals with the align-
ment of texts with a large amount of repetitions; we
show it is a very difficult problem. Two other ex-
periments are duplicate linkage and text reuse de-
tection. Finally, the algorithm is tested with syn-
thetic data.

Introduction

The pairwise comparisons of these versions are done by
philologists. They look for four kinds of modifications be-
tween two versions: insertions, deletions, replacememts a
moves which are the four operators defined by textual geneti-
cians. This is a very time-consuming task and the analysis of
long texts (e.g. an entire novel) can require a huge amount of
time. This is the reason why we created a software applica-
tion, named MEDITE, that automates this process.

The task of textual alignment can be summarized as fol-
lows: being given two text versions, invariants and differ-
ences between them have to be identified. The input data is
in the form of unstructured raw text files; they do not need
to be structured as XML files or database records. There are
two types of duplicated character blocks: invariant blocks
conserved at the same positions between the two texts, and
moved blocks, shifted from one position in the first text to
another one in the second text. The goal is to identify and
link these duplicated blocks. When there are a lot of differ-
ences between the two texts, i.e. a lot of noise, the duplicat
alignment becomes a difficult task.

We present related literature in Section 2. We modelize
textual alignment with the notion of edit distance with mgyve
as presented in Section 3; this formalism handles exaatly th

Noisy unstructured text data may have different sourcels sucoperators defined by textual geneticians. Further, the move
as the Web, handwritten texts or historical texts. We founddetection allows the identification and linkage of more du-
such data when starting a collaboration with a team of philol plicated data than simpler algorithms based on edit distanc
ogists who created a new school of literary studies in the sevor longest common subsequence. The computation of the
enties called textual genetic criticifideppmaret al., 2004.  edit distance with moves is exponential and we developed
The goal of this discipline is to study the genesis of a text ina heuristic algorithm implemented inside MEDITE. Our al-
order to understand the will and the work of an author. Thisgorithm is character-based, and not only word- or sentence-
is done by studying drafts let by authors during the writingbased; this is necessary for textual genetic criticism wher
process. even small modifications have to be identified.

An author begins writing a first draft on a paper sheet. Af- In Section 4, four experiments are presented. In a previ-
terwards, he modifies the text by annotating, barring words oous work, MEDITE has been evaluated with literary texts
correcting spelling faults, and inserting words or senésnc provided by textual geneticiari8ourdaillet and Ganascia,
These modifications can be done several times on the san2904. In this paper we present new results for several tasks.
draft. At the end, these drafts can be very hard to read anth literary texts, there are usually very few repetitionsdugse
understand, and cannot be studied directly by machine via ofauthors avoid them; whereas this is not a problem in scien-
tical character recognition (OCR). From these drafts,ghtvl tific texts and often even a necessity. While studying these
gists extract linear transcriptions called versions. Mgrgx-  texts with a large amount of repetitions, we found that it was
traction from drafts is out of machine capabilities and nmed a difficult problem for textual aligners. The first experirhen
be human-made. For example, in the short story entitled “La&aompares our algorithm with similar ones for scientific text
Robe Noire” by Andee Chedid (an Egyptian author writing alignment, we show that this kind of texts present specifici-
in French), there are seven versions on the same draft. ties. The second experiment deals with duplicate detection
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and linkage on two datasets: the “Restaurant” dataset andraoves by exact matching of maximal length strings. TESAS
dataset of our own, the “Conference” dataset; because owrses an interesting approach by comparing and scoringeall th
algorithm discovers moves between texts, it is able to linksentences togethé€loughet al., 2004. We also compared
duplicates whereas standard aligners do not. The thirdrexpeMEDITE with these last two algorithms in Section 4.

iment is the detection of text reuse between texts shariog sh  [Feng and Manmatha, 20Dgresent a hierarchical HMM-
passages, this is also a consequence of move detection caased algorithm that aligns the OCR output of book with an-
bility. And the fourth experiment is synthetic data alignthe other edition of the same book. Hapax (words present only
when a reference alignment is known. Finally, we concludeonce in each text) are first aligned; then word sequences be-

in Section 5. tween hapax are aligned with a HMM model; and finally text
between exactly matched words is aligned at character. level
2 Background We compare MEDITE to this algorithm in an experiment of

synthetic data alignment in Section 4.

In computer science, textual alignment is viewed as a par- A textual alignment for paraphrase extraction from a
ticular case of sequence alignment. Most of the algorithmsinilingual corpus is presented[iRegina Barzilay, 2001 Se-
designed to solve this problem are optimisation procedurequences such as two different translations of a same novel
by dynamic programming. Levenshtein introduced the no-are aligned to find paraphrases. The algorithm relies on the
tion of edit distance [1966] which enables the transforma<following steps: first sentences are aligned; then the &onte
tion of a sequence into another one with three operators: inbetween matching words inside sentences is studied; dontex
sertions, deletions and replacements. This notion has bedeatures are extracted (mainly morpho-syntaxic tags); a ma
extensively studied and developed; refelBergrothet al.,  chine learning algorithm keeps only “good” contexts which
2004 for a recent survey. The extension of the notion of editcorrespond to paraphrases.
distance with block moves was introduced [@ychy, 1984.
[Lopresti_ an_d Tomkins, lQ_)Q?introduced several models of 3  Methods
block edit distance.[Shapira and Storer, 20Dproved the ) ) ) o
NP-completeness of the computation of the edit distande wit The alignment task issued from textual genetic criticism ca
moves between two sequences and gave worst-case bourlg modelized by the edit dl_stance with moves. Two character
for a greedy approximation algorithm of this problem. sequences! and B are defined over a finite alphalt —

Sequence alignment has also been widely studied in bioint@ - 2} U {4, ..., Z} U{ACC} | {SEP} where{ ACC} is
formatics[Gusfield, 1997, There are two classes of align- the set of accentuated and diacritic characters{attiP} is
ment algorithms: global aligners issued frdieedleman the set of separators, mainly punctuation marks. ,
and Wunsch, 197Gully align two sequences by minimizing Four operators are given: character insertion, deletiah an
an edit distance whereas local aligners issued ffmith  Substitution and block moves. A block is a 3-tuggfe g, 1)
and Waterman, 198%ind regions of high similarity between Wherep is the position inA, ¢ the position inB and! the
two sequences[Wilbur and Lipman, 198Kintroduced the length of the block. A cost is assigned to each operator. The
notion of fragment alignment: high similarity fragmentgar 902l is to find a sequence of operations of minimum cost
chained together to form a full alignment. This is now widely Which transformsA into B. Character blocks not involved in
used by recent aligners such as AViBrayet al., 2003. an edit operation are called invariant blocks: they areeres

In biological sequences there are a lot of duplicated subllh 4 andB. The decomposition afl and 3 into a list of in-
sequences: half of the human genome is estimated to merted, deleted, substituted, moved and invariant blamkss
duplicated subsequences. These duplications are a probled alignment. L _
for biologists and compared sequences are generally prepro | N€ computation of the edit distance with moves between
cessed with tools that mask duplications such as RepeatW sequences is NP-complefBhapira and Storer, 2002
Masker[Smitet al., 1996. that is why we developed a heuristic algorithm to address thi

Machine translation uses alignment, but this is a bilinguaPrOblem'

alignment (whereas our task is unilingual alignment) ared th Our algorithm is glosely .related to fragment alignment al- .
granularity is most of the time sentence-based. Word-bas rithms sketched in Section 2. Sequences are processed in

alignments are still in an early research stégaiaoet al., our steps. The first step identifies repeated charactekbloc
2004. Further, the compared texts are known to be the tran hetweenA and B. The second step aligns these repeated

lation of one to the other and this implies that there is gener locks in order to determine which are invariant and which
ally no noise between texts. are moved. The third step is a recursive iteration of steps 1

; - : d 2 between every pair of aligned blocks during the step
Textual alignment software applications are generally is2n . - : ; .
sued from the source code alignment community wHRKE 2. The last step is the deduction of insertions, deletioms an

[Myers, 1988 is the most famous example. For this task, replacements. Figure 1 presents the algorithm.

line-by-line comparison is sufficient but for our task, this

granularity is too large. Some of the commercial applicetio Repeated block identification The identification of re-
for textual alignment present acceptable resiitsurdaillet  peated character blocks is done by building a generalized su
and Ganascia, 20P6we compared them with MEDITE in fix tree betweem and B [Ukkonen, 1995 This data struc-
our experiments (Section 4). The Greedy String-Tiling algo ture enables to find all repeated character blocks between
rithm [Wise, 1996 is close to our algorithm, it handles block andB. The size of this set of blocks is exponential and only
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Possible alignments are evaluated with a cost functjon
the goal is to find a minimal cost alignment. This is equiv-
alent to a shortest path problem where the goal state is the
minimal cost alignment. The initial state corresponds ® th
state where no pairing has been chosen yet. At each step of
the algorithm one pairing must be chosen; this is done by es-
timating the alignment cost induced by each possible girin
with the functione. It is a greedy best first search algorithm,
so the best pairing is chosen and then this process is iterate
until the goal is achieved. In order to find the goal state, the
heuristic has to be admissible, i.e. to never overestiniae t
distance to the goal. In our case the heuristic must never ove
estimate the cost of an alignment; we detail below why
admissible.

The evaluation of the alignment cost induced by the pair-
ing of A} with B} is computed withe(7, j) which breaks
down into the cost of the alignment so fafi, j) and the
heuristic cost of the next blocks to aligr(s, j), such that
c(i,7) = g(i,j) + h(i,j). These costs are computed using
the following formulas:

a subset is interesting: the subset of super maximal exact e U(i,j) = unaligned(A’[1..i — 1], B'[1..5 — 1]) is the

matches (SMEMs]Gusfield, 199¥. A match (p,q,1) is a set of unaligned blocks during previous steps, those that
SMEM if and only if: have not been paired and considered as moved.

o Alp..p+1] = Blg..q + 1] (exact matching); ° gl(i,jl'() = ZbEU(ﬁﬁ“." isr;[he sl}Jm of previou;ly urr:aligndedb
( ' , that is the alignment cost is charged by
e Ap—1]# Blg—1]andA[p+1+1] # Blg+1+1] ocks’ size
(maximality); moved blocks only.

: . . e SD(i,j) = A'li + 1..|A'|] & B'[j + 1..|B'|] is the
* gzgtﬂglrﬂrqne;ii[r%éllj &ft]cﬂo(fsfp[(é‘r'-qmj;)fi]n?;ﬁt;/r)]CIUded n symmetric difference of the next blocks to align during

Repeated block identification <—

Repeated block alignment

Recursive step

Non-repeated block deduction

Figure 1: MEDITE's algorithm

next steps. Blocks i®'D(i, j) are present either only in
This definition does not prevent overlapping between
SMEMs whereas SMEMs have to be non-overlapping in our
application. Overlaps are resolved heuristically by ogiti
them on separators because it is better to have an inter-word
cutthan an intra-word cut in natural language sequences. Th
first step results in two lists!’ and B’ of non-overlapping

A'li +1..|A'|] or only in B'[j + 1..|B’|]. It will never

be possible to pair them during next steps and because
of that they will be considered as moves and will charge
the alignment cost.

e 1(i,j) = Ypesp(s,; |0 is the sum of these blocks’ size,

i.e. h(i,j) is the lower bound of the alignment cost of

SMEMs. the next blocks. It never overestimates the alignment

To illustrate the algorithm, we use the following example: cost because the minimal alignment cost willli, 7);
the alignment of the two sentences “This morning the cat ob- this is whve is admissibl (?Af' ds th i ' J)s
served little birds in the trees.” and “The cat was observ- IS 1S Whyc IS admissibie an Inds the optimum.
ing birds in the little trees this morning, it observed birds This computation is equivalent to finding an alignment that
for two hours.”. We use MEDITE’s capability to compare is optimal in the sense of the maximization of the sum of in-
sequences case- and separator-insensitively to treagxhis Vvariant block size and the minimization of the sum of moved
ample. After the first step, the following SMEMSs are identi- block size. .
fied: “{This morning (the cat (observedi(little] (birds in thg In our example, after the second step, the following

Teed ” and Fihe cal was observinfbirds intha (iitdle aligned blocks (in bold) are considered as invariant; the
— - - e > other squared blocks are moved:THis morning the cat
treeg|this mornlng it observeﬁj birds for two hours.”. The q i _ _
{observed (little) (birds in the] (trees)” and {The cat

word “birds” repeated 3 times does not appear in the SMEM —) = 4 . - J
list because the first two occurrences are included in longe¥as observingbirds in the] (little] (trees) [this morning , it

SMEMs. Had it been in the list, the super-maximality would birds for two hours.”".
not be respected.

Recursive step The third step consists in looping over the
Repeated block alignment Each of these SMEMs can be pairings resulting from step 2 and in considering the subse-
either an invariant or a moved block. The pairwise alignmenjuences between each pair of aligned blocks. These subse-
of SMEMs enables to make the decision: aligned SMEMs arguences are processed again with steps 1 and 2. It allows the
considered as invariants and unaligned as moved. Becaise thairing of new blocks which are then included in the main
space of possible alignments is combinatdri@lmanet al.,  alignment. This recursive step enables the pairing of lslock
2004, we use an A heuristic algorithm. which would otherwise have been left unaligned.
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In the example, the subsequences “observed little” and [ Word [ #0Occ.| % Texts|

“was observing” occur between the invariant blocks “the patte 58 2.18
cat” and “birds in the”. Recursive step 1 finds the SMEM dans 57 3.89
“observ” and recursive step 2 aligns them. Finally the fi- pince 29 4.99
nal alignment become%T‘his morning the cat] [observied plus 27 5.80
(little ) (birds in the ) (trees).” and {The cat) was(obsenving greS;)rL]j(ljlle % ;33
(birds in the] (little] trees) (this morning , it observed birds moﬂvements Y 10.57
for two hours.”. The moved block “observed” is lost but the liee 24 11.29
invariant block “observ” is discovered. The algorithm fave muscles 23 12.51
local similarities rather than long-distance matching. sont 21 13.14

Other block deduction Insertions, deletions and replace- Tapje 1: Duplicate words in Claude Bernard’s texts. “# Occ.”
ments can then be deduced. Deletions are non-repeatggihe number of word occurrences in both texts. “% Texts” is

blocks inA and insertions are non-repeated blockSirFur-  {he cymulative percentage of word size (in characters)in bo
ther, when there is a deleted blodkin A and an inserted ioyis.

blocki in B between two pairs of aligned blocks, and the ra-
tio |d|/|i| reaches a threshotdthend and: are transformed
in replacements; andr,, meaning that, has been replaced
by r5. t is arbitrarily set to 0.5.

In the example, the not framed block of the first sequence
is considered as a deletion and the three not framed blocks ¢
the second sequence are considered as insertions.

s
[}

[ai}
o

[aa}
[}

[ul
(a5}

4 Experiments

4.1 Experiment 1: very noisy text alignment

This first experiment processes very noisy data which have
been provided by epistemologists. Claude Bernard was
French physiologist of the nineteenth century, one of the
fathers of modern medicine. During some experiments he /
was studying the effects of curare (poison) on living organ- /.
isms by injecting curare into frogs. EXperiment NOtES WEIE [ fr e s oo TP T T T
taken by an assistant during the experiment; these notes a 1 8 15 22 29 3 43 50 & B4 71 78 85 92 99
short sentences written in telegraphic style. Some yetes la Word

Claude Bernard wrote an academic synthesis exposing his

scientific method where he explained again these experiment; .o 5. cymulated percentage text size of words in Claude

by rgwriting the text from the notes. This. second text is a sci Bernard's texts (top curve) and in the corpus (bottom curve)
entific paper, all sentences are grammatically correctlzeg t

can be very different from those of the notes.

The notes and the synthesis are closely related but the forercentage text size of these 8 texts. For example, the 16 mos
is very different between these two texts: this is a firstorti  frequent words of Claude Bernard’s texts represent 17 % of
of noise. And there is a large amount of duplicate words betexts’ size whereas, on average, they represent 8.3 % of the
tween the two texts: this is a second notion of noise. size of corpus texts. 47.68 % of the two text size consists in

The first text (experiment notes) is 5090 characters longvords repeated at least 3 times; this involves ambiguity for
for 884 words and the second text (academic synthesis) ihe linkage of these words.

8559 characters long for 1525 words. Table 1 presents the In this experiment, Claude Bernard’s texts are compared
occurrence number of the top ten words. Words such as davith MEDITE, Microsoft Word (using the ‘Document com-
terminers and articles (i.e. function words) have beentexhit parison and fusion’ command), Softinterface DiffDoc and
from this count. For example, it can be seen that the word’ESAS. In previous workBourdaillet and Ganascia, 20006
“patte” (“leg”) is repeated 58 times and covers 2.18 % textwe compared MEDITE with ten other alignment software and
size. Word frequencies clearly follow a Zipf distributiain¢ ~ only Word and DiffDoc gave acceptable results; the other
frequency of words is inversely proportional to their rank i ones gave poor results. TESAS was not considered in our
the frequency table) but in these texts the weight of most freprevious work.

quent words is particularly important. The top curve of Fegu The large amount of repetitions and noise between the texts
2 presents the cumulated percentage of Claude Bernard teahd the granularity of the alignment (finer than sentence-
size in function of word frequencies. The bottom curve wasbased) avoid the definition of a reference alignment because
established from a corpus of 8 short stories and essayszof silot of choices are possible; and consequently Informatien R
similar to Claude Bernard’s texts); it is the average cutedla trieval’s measures, like precision and recall, can not leglus

B
[}

7
/

o

[}

Cumulated percentage text size
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\ [MEDITE [Word|DiffDoc [TESAS|  largest number of blocks, but a large part of these pairings a

# invariant characters 3876 | 2386] 2918 | 1706 function word pairings which are correct in context but do
# invariant blocks 256 162 | 356 120 not bring important information. Similar results occur hwit

# moved characters| 1205 0 0 3152 TESAS: it finds the largest number of moved blocks but a
# moved blocks 105 0 0 434 large part of these pairings are function words pairing that

# duplicated characters 5081 |2386| 2918 | 4858 have been removed in the second table. TESAS finds more

# duplicated blocks | 361 162 | 356 554 moved blocks than MEDITE but this is because TESAS does

% duplicated ftext§ | 37.23 |17.48 21.38 | 35.59 not align them correctly as invariant blocks whereas MEDITE
does.

Word found 10 pairings that MEDITE did not find: 3 were
semantically important and 7 were function words. DiffDoc
found 16 pairings that MEDITE did not find: 2 were seman-
tically important and 14 were function words.

] Our results are better because of the recursive step of our
[ | MEDITE [ Word] DiffDoc [ TESAS] algorithm. Without this step, what we calhsking effects oc-

Table 2: Comparison of the analysis of Claude Bernard'stext
with MEDITE, Microsoft Word, Softinterface DiffDoc and
TESAS.

# invariant characters 3628 | 2300 2662 | 1706 cur (see the example of “observe” in Section 3): long-distan
# invariant blocks 218 | 157 | 280 120 large block pairings mask and prevent local smaller block
# moved characters| 703 0 0 1208 pairings. This notion is close to the notion sifadow ef-
# moved blocks 45 0 0 94 fect identified by[Arslanet al., 2001 in biological sequences
# duplicated characteys 4331 | 2300| 2662 | 1457 where short highly similar pairings are discarded becafise o
# duplicated blocks | 263 157 | 280 107 longer less similar pairings.
% duplicated ftexty | 31.73 |16.85 19.50 | 21.35 Two other software applications have also been evaluated.

WinMerge is one of the rare commercial aligners which de-
Table 3: Same results as Table 2 after manual analysis ¢fCt moved blocks but results were very poor: it identified
alignments. only one invariant block of 18 characters and no moved
blocks. Reuse Analysis Workbench (RAW), an implementa-
tion of the Greedy String-Tiling algorithm HyCloughet al.,

The results of this comparison are presented in Table 2007, was also evaluated but the results were only the high-
The four applications identify invariant character bloties  lighting of duplicates, blocks were not paired together tred
tween the two texts but only MEDITE and TESAS identify alignment evaluation was not possible.
moved blocks. Duplicated blocks are defined as the sum of For this experiment, we compared only Claude Bernard’s
invariant and moved blocks. MEDITE identifies 361 dupli- texts; we are seeking similar texts with a large amount of
cated character blocks representing 37.23 % of the sizesof trduplicates in order to have more statistically significast r
two texts, Microsoft Word identifies 162 duplicated blocks sults. But more generally the evaluation of the goodness of
(17.48 %), Softinterface DiffDoc 356 blocks (21.38 %) and an alignment remains an open question. Because of the lack
TESAS 554 blocks (35.59 %). of reference alignment, this problem is similar to unsuper-

These results are raw results. We manually checked theised learning (i.e. clustering) where classes would bekblo
quality of alignments produced to evaluate if each block-pai types. For clustering, measures such as homogeneity, com-
ing was correct. The detailed analysis of MEDITE’s resultspactness or similarity between objects inside classespa-s
shows that most of the invariant block pairings are correctfation between classes are used. To use these measures in our
but some can be consideredasisive pairings: two blocks —case, features would have to be extracted from blocks such as
can be paired because they are actually identical but whelgngth, position, character distribution or part-of-sgetags.
examining manually (and semantically) the context, we carVe are currently evaluating which features to extract ireord
see that the context is different and the pairing abusive. [to continue this work.
comes from the second notion of noise we introduced: the, . . . .
large amount of duplicate words between the two texts. Nevfl'2 Experiment 2: duplicate linkage
ertheless, MEDITE identifies important pairs: those whichThe second experiment deals with duplicate detectionénsid
are semantically important for the meaning of the sentencecollections. Two datasets are processed: the “Restaurant”
Further, some moved blocks pairing are abusive: those diataset and the “Conference” dataset. For this experiment,
function words which have been removed. Table 3 presentgnly MEDITE and RAW are compared. Word and DiffDoc
these results where abusive pairings have been removed. completely fail to align these datasets because they do not

The detailed analysis of Word’s results shows that Word@ndle moves. TESAS is based on sentence alignment and,
only finds a subset of MEDITE’s invariant block pairings and Pecause of the large number of punctuation marks in the two
misses a lot of pairings. Some abusive pairings were a|sgatasets (due to abbreV|at|on§ in the first dataset, andruth
removed. The analysis of DiffDoc’s results shows that it is!iSts, address lists and paper titles in the second datdset)
the application finding the largest number of invariant kloc @lgorithm fails to pair duplicates.
pairings, but actually a large part of these pairings is #ie- p
ing of function words: words which are not semantically im- “Restaurant” dataset The “Restaurant” dataset is a collec-
portant. Even after removing abusive pairings, it aligres th tion of 864 restaurant records from the Fodor's and Zagat's
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restaurant guides that contains 112 duplicates. MEDITE was This duplicate linkage experiment shows that MEDITE

not developed for this kind of duplicate identification bu;  presents good results. The algorithm was not developed for

cause it detects moves, it is able to handle this task. this task but it is general enough to handle it. MEDITE gener-
The comparison focuses on the text files of two restaurantates some noise by pairing cities in the first dataset and-coun

lists where we previously deleted the phone numbers. Table #ies in the second, but this noise could be avoided with sim-

presents the results of the experiment. For the test 1, we conple adaptation of the algorithm: regular expression on punc

pared the two texts by allowing the matching of full words tuation marks or city/country stopword preprocessing.

only: SMEM overlapping cuts inside words were not permit- .

ted (see Section 3), i.e. all blocks are n-grams. For the te}-3 Experiment 3: text reuse

2, these cuts were permitted and it enables the matching dfhe third experiment concerns text reuse detection. This no

longer character blocks. tion introduced by[Cloughet al., 2003 describes how con-
tent from a source is reused and eventually modified to create
[ [ Test 1] Test 2] a new text. This is typically the case of plagiarism or of jour
# names only 17 10 nalism where news agencies produce texts that are reused by
# addressesonly| 5 11 newspapers.
# names + adresses 84 88 We compared two pairs of such texts. The first test is the
# missed 6 3 alignment of a French news agency’s dispatch and a newspa-

per article derived from the dispatch where four paragraphs

. Y . . have been copied with some modifications inside. The sec-
_Table 4: “Restaurant dataset comparison. “# names pnly.ond test is the alignment of two mid-seventeenth century En-
is the number of duplicates where only the name matching '3lish newspaper article from the Lancaster Newsbook Corpus

correct. “# addresses only” is the number of duplicates @her,, oo toyr paragraphs have also been copied with modifica-
only the address matching is correct. “# names + adresse$ons The goal is to link the related paragraphs.

is the number of duplicates where both name and address

matchings are correct. “# missed” is the number of dupl's:atel # paragraphs linkeAMEDITE | Word| DifDoc | TESAS)]
where matching has not been found. —ronch Toxts i S 3 7

English texts 4 0 0 4

In the first test, only 6 duplicates are missed and in the
second only 3. These good results are possible because of the
moves' detection by MEDITE's algorithm: duplicated restau Table 5: Results of the text reuse experiment
rants with different names occur at different positionsha t
two files and only an algorithm that detects moves can link Table 5 presents the results of the experiment. Only
them. Further, the matching between any identical subseMEDITE and TESAS passed the two tests. TESAS was es-
guences, and not only between words, enables the pairing gkcially designed for this task, whereas MEDITE was not but
duplicates where the name or the address changes. achieves the same results.

“Conference” dataset The “Conference” dataset is com- 4.4 Experiment 4: synthetic data alignment

posed of two collections: the list of scientific committee The goal of this experiment is to evaluate the quality of
members at the LREC 2006 conference and the list of acMEDITE on synthetic data when a reference alignment ex-
cepted papers for this conference. We copied these lists froIStS: Given a text and a noise model, a second text is gener-
the conference’s website, resulting in two raw text filegigwi ated by altering the first one; the alignment between the text
out any HTML markers). is recorded during the alteratlop process. Then', itis pbssi
The duplicates are the 178 committee members who appef €valuate the quality of the aligner by comparing its ressul
in the list of accepted papers. The list of committee member¥/ith the reference alignment. This experiment is similar to
is 302 people long and each file line is in the format: Surnamdhe one presented [Feng and Manmatha, 2006
First Name, Laboratory and/or University, City and/or Coun
try. The format is not strict, some commas can be omittedFirst noise model The noise model allows to generate a
The paper list is 540 papers long and each paper is in the fomodified text from an original text in the following way. Ra-
mat: Paper Number First Name Surname, Paper Title. Manyios of insertions, deletions and replacements on theralgi
papers have several authors; each field is separated by seext size are set before processing. Then character bloeks a
eral carriage returns; in some papers there are authal@iti repeatedly inserted in the modified text, deleted in themaig
instead of full first name. text and replaced between both texts until ratios are reache
We compared the two lists with MEDITE (intra-word cuts The positions where operations occur are chosen randomly
were not permitted). 161 of the 178 duplicates were foundover the size of the texts (overlapping operations are not al
The missed duplicates are: in 5 cases, only the first name wdswed). The operations deal with character blocks rather
found but not the surname; in 5 others, the first name washan single characters in order to simulate real operations
matched with the first name of another person; in 3 cases, theords; the size of character blocks is randomly chosen be-
surname matching was between persons with the same nantejeen 1 and 25 (i.e. single characters are allowed). During
and 2 duplicates were missed. this process the positions in the original text where deeti
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occur, the positions in the modified text where insertions ocresulting in texts with a 20 and a 40 % difference respedgtivel
cur and the positions in both texts where replacements occlResults are presented in Table 7.
are recorded. Finally, a reference alignment between ige or
inal and the modified text is produced. [ Modification ratio [ 5% | 10% |
For the experiment we have_ chosen_ a 520K characters long Average accuracy rate 86.56 % | 78.36 %
novel for the_ original text. Five modified documents were Average weighted accuracy rate95.19 % | 86.18 %
ge_:nerateq with the noise model. Then the documents were Average run time 27mn8sl 77mn17s
aligned with MEDITE and accuracy rates evaluated. Two se
ries of tests with different modification ratios were conigaic ] ) )
in the first one there are 5 % of insertions, 5 % of deletionsTable 7: Results of the synthetic data alignment with the sec
and 5 % of replacements, which means that there is a 15 9®nd noise model
difference between original and modified texts; in the sdcon
series, the ratio is set to 10 %, meaning that there is a 30 Itcan be observed that average accuracy rates decrease sig-
% difference. For each of the four kinds of characters (in-nificantly but weighted accuracy rates keep better scotes. |
sertions, deletions, replacements and invariants) thneracg ~ Must be kept in mind that difference rates between texts@re 2
rate is defined as the number of correctly aligned character@nd 40 % instead of 15 and 30 % with the first noise model.
/ the total number of characters. Then the average accuradyurther, the difference between weighted and non-weighted
rate of these four rates is calculated. For the average weelgh accuracy rates indicates that invariant block have a beltier
accuracy rate, the four accuracy rates are weighted with thesification rate than other blocks. This is confirmed in Table
ratio of the texts’ sizes. The average run times of alignsent8 which presents the average confusion matrices: reference
is also calculated. Table 6 presents the results of thisrexpe alignment labels are in lines and MEDITE alignment labels in

ment. columns. Main errors come from the identification of moves
as insertions or deletions; but a move can be considered as a
\ Modification ratio [ 5% | 10% | deletion plus an insertion. Insertions and deletions age al
Average accuracy rate 94.48 % | 89.27 % mistaken for replacements, but replacements can also be con
Average weighted accuracy rate98.16 % | 94.0 % sidered as a deletion plus an insertion. This implies that it
Average run time 11mn5sl 27mn53s is a decision problem: our decision model is very simple for

replacements (see Section 3) and may be improved.

Table 6: Results of the synthetic data alignment with the firs .
noise model 5 Conclusion and future work

) . ) ) This paper presents MEDITE, the application we developed
When comparing our results with those describelFeng ¢4 address a pragmatic problem issued from textual genetic
and Manmatha, 2,005","9 observe that our average accuracycriticism. Our sequence alignment algorithm detects moves
rates are 5 points inferior (on average). The algorithm ofFe anq enables to identify and link duplicate character blocks
and Manmatha pre-aligns texts by looking for hapax; our alyeryeen two texts. The algorithm is compared with similar
gorithm could be easily modified with this pre-alignmenpste ones in four experiments. It surpasses them for very noisy
which would increase our results. On the other hand, our alggy¢ alignment, a very difficult task. It was not designed for
gorithm detects moves between texts whereas Feng and Magyjicate linkage and text reuse detection, neverthetess |
matha’s algorithm does not. Further, we think that weightedyeneral enough to handle these tasks without the need of any
accuracy rates reflect better the quality of an alignment beadaptation. It can be very useful in more specialized applic
cause without weighting the weights of modified charactergjons of these last two tasks. Our results are less good than
are overweighted. The introduction of weights enables to ba i ose of[Feng and Manmatha, 20p6ut our algorithm is
ance accuracy rates. _ _ _more general because it handles moves and could be adapted
The experiment was realized on a Pentium 4, 2.4 GHz W'tkéasily.
1 GB of RAM. MEDITE is implemented in Python, a high- — \yg are working with a team dealing with machine trans-
level language good for prototyping but slow. A C language|ation on an ongoing experiment similar to the task of para-
implementation would allow to win an order of magnitude in pp .o <o extraction presented[Regina Barzilay, 20d1(see
speed. Nevertheless, the speed bottleneck of our algorithigection 2). The goal is to align a machine translation out-
is the calculation of symmetric differences between lists o put with a reference text in order to identify machine transl
SMEMs (see Section 3) which is quadratic in the length ofioro errors and to correct them automatically. We also pgan
the lists. adapt the algorithm for medieval text alignment where word
spelling is not well-established and can change between two
Noise model with moves This second noise model is sim- text versions according to the copyists’ mood.
ilar to the previous one but moves are also included in the
model to generate the modified text from the original. HenceAcknowledgments
character block moves, shifted from one position in theierig
nal text to another one in the modified, are introduced. AgainMVe would like to thank the anonymous referees for their many
modification ratios of 5 and 10 % for each operation are testedseful comments.
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Modification ratio 5% 10%

Inv. T Ins. [ Del. [Repl.[ Mov. || Inv. [ Ins. | Del. | Repl.| Mov.
Invariants 98.07] 0.56 | 0.52 | 0.76 | 0.08 [ 94.0] 1.75| 1.6 | 2.32 | 0.32
Insertions 0.21 | 92.16| O 7.55 | 0.07 | 0.21| 85.1 0 14.52| 0.17

Deletions 0.14 0 87.76| 9.25 | 1.76 || 1.46| O 76.77| 17.78| 3.99
Replacements || 0.70 | 5.40 | 4.65 | 88.40| 0.84 || 0.72| 11.32| 9.43 | 76.34| 2.18
Moves 1.43 | 13.70| 14.05| 4.38 | 66.43| 1.47| 15.16| 15.55| 8.25 | 59.56

Table 8: Average confusion matrices (in %) for the syntheééita alignment with the second noise model
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